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In three experiments, we investigate how 187 3- to 5-year-olds weigh competence and benevolence
when deciding whom to trust. Children were presented with two informants who provided conflicting
labels for novel objects – one informant was competent, but mean, the other incompetent, but nice.
Across experiments, we manipulated the order in which competence and benevolence were presented
and the way in which they were described (via trait labels or descriptions of prior behavior). When com-
petence was described via prior behavior (Experiments 1–2), children endorsed the informants’ labels
equally. In contrast, when competence was described via trait labels (Experiment 3), children endorsed
labels provided by the competent, mean informant. When considering children’s endorsement at the
individual level, we found their ability to evaluate competence, not benevolence, related to their endorse-
ments. These findings emphasize the importance of considering how children process information about
informants and use this information to determine whom to trust.

� 2015 Elsevier B.V. All rights reserved.
1. Introduction

As access to all kinds of information is ever increasing—espe-
cially through freely accessible domains such as the Internet—it
is crucial that people sift through the dregs in order to selectively
trust reliable sources. Even children can do this to some extent, at
least when evaluating conflicting claims provided by informants
who vary across a single characteristic (e.g., prior accuracy:
Koenig & Harris, 2005; niceness: Mascaro & Sperber, 2009; famil-
iarity: Corriveau & Harris, 2009b; see Mills, 2013 for a review).
However, given that informants in children’s everyday lives are
multidimensional, it is important to understand how children eval-
uate informants that possess both positive and negative qualities.

Social psychology research suggests that when evaluating
others based on multiple characteristics simultaneously, adults
generally base their evaluations on two broad dimensions of social
cognition—competence (i.e., someone’s ability to provide accurate
information; including characteristics like history of accuracy and
expertise) and benevolence (i.e., someone’s intention to do good
or bad; including characteristics like niceness and honesty; Fiske,
Cuddy, & Glick, 2007; Wojciszke, 2005). Like adults, children also
seem to use information regarding competence and benevolence
to evaluate potential sources (Mills, 2013; Shafto, Baxter,
Navarro, & Perfors, 2012). When only information about source
competence is provided, children frequently endorse claims pro-
vided by the most competent source (e.g., Einav & Robinson,
2011; Koenig & Harris, 2005), and when only information about
source benevolence is provided, children frequently endorse claims
provided by the most benevolent source (e.g., Lane, Wellman, &
Gelman, 2013; Mascaro & Sperber, 2009). However, in studies
where both competence and benevolence are provided and con-
flicting in valence (i.e., the competent source is not benevolent,
or vice versa), the results are more complicated. In research to date,
children appear to weigh competence and benevolence differently
depending on the characteristic used to convey competence. In one
study, when expertise was used to convey competence, children
prioritized benevolence, endorsing a nice non-expert over a mean
expert (Landrum, Mills, & Johnston, 2013). Yet, in another study,
when perceptual access was used to convey competence, children
weighed the two dimensions equally, showing no preference
between a nice/honest person without perceptual access and a
mean/dishonest person with perceptual access (Lane et al., 2013).

Perhaps children put greater weight on certain characteristics of
competence than others because they realize that these character-
istics provide more direct evidence that an informant will provide
accurate information. For instance, although knowing about
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Table 1
Overview of primary methodological differences between Experiments 1–3.

Experiment Presentation order Benevolence information Competence information

Experiment 1 Benevolence first Trait labels (i.e., ‘‘nice’’ and ‘‘mean’’) Descriptions of prior accuracy
Experiment 2 Counterbalanced Descriptions of helping and hindering behavior Descriptions of prior accuracy
Experiment 3 Counterbalanced Descriptions of helping and hindering behavior Trait labels

(i.e., ‘‘smart’’ and ‘‘not smart’’)
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someone’s domain of expertise provides insight into what that per-
son is likely to know (e.g., eagle experts are likely to know about
eagles and other birds, Landrum et al., 2013), expertise does not
provide any direct information about whether an informant will
actually provide accurate information. Thus, when expertise conflicts
with niceness, it may be safer to avoid a mean expert in favor of a
nice non-expert (as children did in Landrum et al., 2013), because
at least the nice non-expert has the intention of providing accurate
information. Similarly, even if there is direct confirmation that an
informant has relevant knowledge through perceptual access (as in
Lane et al., 2013), there is still no evidence that the informant will
accurately convey that information, making it unclear whom to trust
if the person with perceptual access is mean or dishonest (as in Lane
et al., 2013). Given that children have weighed competence and
benevolence differently depending on the characteristic used to con-
vey competence, it may be that children have a rich understanding
of which characteristics provide the most direct evidence that an
informant will provide accurate information.

If this were the case, we should expect that children would
begin to prioritize competence over benevolence if the characteris-
tic used to convey competence provided direct evidence that an
informant had provided accurate information in the past. To illus-
trate, even though a mean informant is more likely to lie than a nice
informant, this concern should be mitigated if the mean informant
has a history of responding accurately in the past. In fact, in many
ways it appears that children are sensitive to the highly informative
nature of prior accuracy. By 8 months of age, children will adjust
their behavior based on information provided by a previously accu-
rate informant (Tummeltshammer, Wu, Sobel, & Kirkham, 2014),
and preschoolers will prioritize prior accuracy over other meaningful
characteristics, such as age (Jaswal & Neely, 2006), familiarity
(Corriveau & Harris, 2009b), and native accent (Corriveau, Kinzler,
& Harris, 2013). Thus, it is possible that children will prioritize com-
petence over benevolence in their trust decisions if they are offered
proof of an informant’s history of providing accurate claims instead
of relying on their understanding of what an informant should know.
Our first goal in this set of experiments was to examine whether
children would prioritize competence when it was portrayed in
terms of prior accuracy, which we did by asking children (in
Experiments 1 and 2) to evaluate conflicting claims provided by
informants who differed across both accuracy and niceness.

In addition to our first goal, we also had a second goal (which
we address in Experiments 2 and 3) – to explore the ways in which
contextual factors (i.e., variations in how children learn about the
informants) might influence children’s trust decisions. Until now,
there has been little research devoted to this topic in the epistemic
trust literature, though there are clearly a host of contextual factors
that might influence children’s trust. For instance, children’s eval-
uations of others are sometimes influenced by the order in which
they learn about characteristics (e.g., Singh & Singh, 1994) and
the way in which characteristics are described (e.g., as traits or
examples of prior behavior; Liu, Gelman, & Wellman, 2007). To
begin to get a picture of how contextual factors might influence
children’s trust, we explored each of these contextual factors in
our current set of experiments.

With respect to order, previous research suggests that children
are sometimes influenced by recency effects, in which greater
weight is placed on the most recent evidence rather than first
impressions (e.g., Feldman, Klosson, Parsons, Rholes, & Ruble,
1976; Moran & McCullers, 1984; Schlottman & Anderson, 1995).
For instance, when children predict another student’s exam score
based on information regarding the student’s (a) motivation and
(b) ability, their predictions are most influenced by whichever char-
acteristic they learned about second (Singh & Singh, 1994). That said,
children in this previous work only assessed one individual at a time
and were not asked to make trust decisions. It is unclear how order
effects will come into play when children’s impressions are based on
a relative comparison between two informants, rather than a static
piece of information regarding one individual.

With respect to the way in which characteristics are described, it
is clear that children can learn about informant characteristics in a
variety of ways. For instance, sometimes children learn about some-
one’s characteristics from trait labels (e.g., ‘‘Johnny is a very nice
boy’’), but other times children have to make their own inferences
about an informant’s characteristics based on descriptions of some-
one’s prior behavior (e.g., hearing about how Johnny helped someone
carry a box) or witnessing the behavior themselves. Previous research
has shown that learning about a characteristic via trait labels, rather
than descriptions of prior behavior, not only increases children’s abil-
ity to predict future behavior (e.g., Liu et al., 2007), but also their
interpretation of how stable a particular trait is (e.g., Gelman &
Heyman, 1999). In many ways this makes sense given that trait labels
are inherently generic, providing information that is meant to gener-
alize across a wide variety of features (e.g., behavior, mental states,
abilities) and contexts. Thus, although previous research suggests that
children are able to use both trait labels (e.g., Lane et al., 2013) and
prior behavior (e.g., Koenig & Harris, 2005) to endorse conflicting
claims, it is possible that that trait labels will have a greater impact
on children’s trust when children are asked to simultaneously weigh
trait labels and descriptions of prior behavior.

In the three experiments that follow, we examined the influ-
ence that these contextual factors (i.e., order and description type)
have on children’s trust decisions. Children always endorsed con-
flicting claims provided by two informants who differed across
competence and benevolence, but the order in which the charac-
teristics were presented and the way in which the characteristics
were described (i.e., as traits or examples of prior behavior) varied.
See Table 1 for an overview of how we manipulated these factors
across experiments.

2. Experiment 1: Benevolence (trait labels) before competence
(behavior)

In our first experiment, we began to address our first goal,
examining how children weigh accuracy and niceness when deter-
mining whom to trust. We used the same basic paradigm that has
been used in previous research examining how children weigh
accuracy in comparison to other informant characteristics (e.g.,
familiarity: Corriveau & Harris, 2009b; accent: Corriveau et al.,
2013; group membership: Elashi & Mills, 2014; MacDonald,
Schug, Chase, & Barth, 2013). Specifically, we first presented chil-
dren with two informants who differed in whether they were nice
or mean and asked them to endorse conflicting claims provided by
the informants. Then, after establishing children’s initial levels of
trust based on niceness, we presented them with information
regarding each informant’s accuracy, such that the nice informant



Table 2
Overview of dependent measures used in Experiments 1–3.

Dependent measure Description Questions

Endorsement questions Measured whether children endorsed claims
provided by one informant over the other

Experiments 1–3
‘‘The person in the red shirt said this was a. . .and the person in the blue shirt
said this was a. . .Which person is giving the right answer?’’

Explicit judgment questions Measured children’s evaluations of overall
accuracy

Experiment 1
(1–2) ‘‘Was the person in the blue/red shirt very good or not very good at

answering these questions?’’
(3) ‘‘Which person was better at answering the questions?’’

Experiments 2 and 3
(1–2) ‘‘Did the person in the blue/red shirt give more right answers or more

wrong answers?’’
(3) ‘‘Which person gave the most right answers?’’

Knowledge attribution
questions

Measured children’s attributions of general
knowledge

Experiments 1–3
(1) ‘‘Which person knows that cats see at night?’’
(2) ‘‘Which person doesn’t know that the Earth goes around the sun?’’
(3) ‘‘Which person doesn’t know that chameleons change color?’’
(4) ‘‘Which person knows that bicycle brakes stop the wheels?’’

Moral attribution questions Measured children’s predictions about future nice
and mean behavior

Experiments 1–3
(1) ‘‘Which person hugged her neighbor?’’
(2) ‘‘Which person broke somebody’s phone on purpose?’’
(3) ‘‘Which person shared her toys with somebody?’’
(4) ‘‘Which person stole a girl’s presents?’’

Trait attribution questions
(Experiments 2 and 3 only)

Measured children’s attributions of global traits Experiments 2–3
(1) ‘‘Which person is smarter?’’
(2) ‘‘Which person is nicer?’’

1 These children were excluded because they did not clearly understand that one
formant was consistently accurate, and prior research has shown that seeing an
formant as inconsistently accurate can influence how children endorse that
formant’s claims (see Pasquini, Corriveau, Koenig, & Harris, 2007).
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was 100% accurate in one condition and 100% inaccurate in the
other. Finally, once children learned about both characteristics,
we asked them to endorse another set of conflicting claims and
make global evaluations about the informants’ competence and
benevolence.

2.1. Method

2.1.1. Participants
Participants were 25 3-year-olds (Mage = 3 years 8 months;

range = 3 years 2 months–4 years 0 months; 13 females), 21
4-year-olds (Mage = 4 years 6 months; range = 4 years 1 month–
4 years 11 months; 11 females), and 19 5-year-olds (Mage = 5 years
2 months; range = 5 years 0 months–5 years 6 months; 10 females).

2.1.2. Procedure
The procedure was divided into three phases. During the initial

information phase, children learned whether the informants were
nice or mean and were asked to endorse novel claims provided by
one of two informants based on this characteristic alone. During
the updated information phase, children learned whether the infor-
mants were accurate or inaccurate and were asked to endorse novel
claims, now having knowledge about both characteristics. Finally,
during the general attribution phase, children were asked to evaluate
the informants’ competence and benevolence. See Table 2 for an
overview of each of the dependent measures used.

2.1.2.1. Initial information phase. Children were first introduced to
the two informants, which were portrayed as female stick figures.
One informant was depicted in a red shirt and the other in a blue
shirt so that children could track the informants throughout the
study. Shirt color was counterbalanced.

To establish the first characteristic of the informants (i.e., nice-
ness and meanness), children were provided with niceness and
meanness descriptions via trait labels. First, the experimenter told
the participants that one informant was nice and the other was
mean. Then, to expand on these trait labels, the experimenter pro-
vided three examples of consistent nice and mean behaviors (i.e.,
‘‘This person is always nice. She shares things, she gives presents
to her friends and family, and she cares about people’s feelings!’’
and ‘‘This person is always mean. She refuses to share things, she
steals presents from her friends and family, and she doesn’t care
about other people’s feelings!’’). These descriptions were taken
from previous research that contrasted informant niceness and
competence in a similar way (Landrum et al., 2013).

After the informants were introduced as nice and mean, we
assessed children’s initial endorsement using the same paradigm
that has frequently been used in the past (e.g., Corriveau & Harris,
2009a). Specifically, the experimenter presented children with four
novel objects (i.e., garlic peeler, door hinge, cherry pitter, plastic
handle) and told children what each informant said they were called.
The informants provided conflicting novel labels for each object
(e.g., blicket vs. dawnoo, labels from Corriveau & Harris, 2009a,
2009b; see Jaswal, McKercher, & VanderBorght, 2008, for a similar
design). Once children had been presented with both potential
labels for each novel object, they were asked to endorse, by pointing,
which of the informants they believed was giving the correct name.
2.1.2.2. Updated information phase. After the first set of novel
objects, children were introduced to the second characteristic of
the informants (i.e., accuracy and inaccuracy). Children were ran-
domly assigned to one of two conditions: the consistent-valence
condition in which the nice informant was 100% accurate (and
the mean informant inaccurate), and the cross-valence condition
in which the nice informant was 100% inaccurate (and the mean
informant accurate). To establish each informant’s accuracy or
inaccuracy, the experimenter presented children with four familiar
objects (i.e., spoon, bottle, brush, doll) and told children what each
informant said they were called—the accurate informant used the
correct label and the inaccurate informant used an incorrect label
(i.e., duck, apple, plate, cup). After each familiar object, children
were asked to endorse the informant they believed was providing
the correct label. Children who did not respond with 100% accuracy
on these familiar object check questions were excluded from anal-
ysis (i.e., 7 3-year-olds and 3 4-year-olds).1
in
in
in
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At the end of all four familiar object check questions, children
were asked three explicit judgment (EJ) questions regarding the
overall accuracy of the informants: one question about the accu-
racy of each informant (i.e., ‘‘Was the person in the blue [red] shirt
very good or not very good at answering these questions?’’) and
one question about which informant was most accurate (i.e.,
‘‘Which person was better at answering these questions?’’; ques-
tions adapted from Corriveau & Harris, 2009b).

Then, children were asked to endorse informant claims for a
second set of four novel objects (i.e., dual baster, jar opener, straw-
berry huller, pepper corer). Immediately after these novel object
trials, children were asked again to make explicit judgments about
the overall accuracy of the informants during another set of EJ
questions.

2.1.2.3. General attribution phase. Finally, children were asked to
evaluate the overall competence and benevolence of the infor-
mants. For four knowledge attribution questions, children were
asked which of the informants would know a specific fact (e.g.,
‘‘Which person knows that cats see at night?’’; modeled after the
‘‘Knowledge of Facts’’ category in Brosseau-Liard & Birch, 2010).
For four moral attribution questions, children were asked which
informant would engage in nice or mean behaviors (e.g., ‘‘Which
person do you think hit her neighbor?’’; modeled after the
‘‘Behavior Attribution’’ items in Landrum et al., 2013). These blocks
were counterbalanced.

2.2. Results

2.2.1. Endorsement questions
In order to see whether children’s endorsements differed across

age, phase, or condition, we conducted a partially
repeated-measures ANOVA with phase (i.e., initial information
phase and updated information phase) as the within-subjects fac-
tor, and age (i.e., 3, 4, and 5) and condition (i.e., consistent-valence
and cross-valence) as between-subjects factors. Endorsement was
coded as the number of times (out of 4) that children indicated that
the nice informant provided the correct answer, given that nice-
ness was the only characteristic they knew about in both phases.

We did not find any main effects or interactions involving age,
but we did find main effects of both phase, F(1, 54) = 4.01,
p = .050, g2 = .07, and condition, F(1, 54) = 7.05, p = .027, g2 = .09,
which were primarily explained by an interaction between phase
and condition, F(1, 54) = 11.70, p = .001, g2 = .18. To follow up on
this phase by condition interaction, we conducted (1)
paired-samples t-tests comparing children’s endorsement in the
initial information phase to their endorsement in the updated
information phase and (2) single-sample t-tests comparing chil-
dren’s endorsement to chance (2 out of 4).

2.2.1.1. Initial information phase. First, we compared children’s ini-
tial endorsements of the nice informant to chance using
single-sample t-tests. As anticipated based on previous research
(e.g., Mascaro & Sperber, 2009), when only niceness and meanness
information was provided, children endorsed the nice informant
(over the mean informant) significantly more often than would
be expected by chance, regardless of whether they were in the
consistent-valence condition (M = 3.15, SD = .91), t(26) = 6.57, p <
.001, d = 1.27, or in the cross-valence condition (M = 3.18, SD =
.95), t(27) = 6.60, p < .001, d = 1.25.

2.2.1.2. Updated information phase. Next, using paired-samples
t-tests, we compared children’s endorsements in the initial infor-
mation phase to their endorsements in the updated information
phase. In the consistent-valence condition—when children learned
that the nice informant was also accurate—their preferences did
not significantly change, t(26) = 1.66, p = .110, d = .28. In fact, chil-
dren in this condition continued to endorse the nice informant sig-
nificantly more often than expected by chance (M = 3.41, SD = .93),
t(26) = 7.86, p < .001, d = 1.51. Conversely, in the cross-valence con-
dition—when children learned that the nice informant was inaccu-
rate—children significantly decreased their endorsement of the nice
informant (M = 2.18, SD = 1.47), t(27) = 2.84, p = .009, d = .81.
Nevertheless, as shown in Fig. 1, children in the cross-valence con-
dition demonstrated chance performance, showing no preference
for either informant in the updated information phase, t(27) =
.64, p = .525, d = .12. Thus, although children in the cross-valence
condition adjusted their endorsements to incorporate accuracy,
they did not completely reverse their initial endorsement of the
nice informant and endorse the accurate, mean one.

2.2.2. EJ questions
To examine how children evaluated the informants’ overall

accuracy, we conducted a partially-repeated measures ANOVA
with question set (i.e., EJ1 and EJ2) as the within-subjects factor,
and age (i.e., 3, 4, and 5) and condition (i.e., consistent-valence
and cross-valence) as between-subjects factors. For each set of EJ
questions, children received between 0 and 3 points based on
whether they indicated that (1) the accurate informant was ‘‘very
good’’ at answering the questions, (2) the inaccurate informant
was ‘‘not very good,’’ and (3) the accurate informant was ‘‘better.’’
We found a main effect of condition, F(1, 49) = 48.33, p < .001, g2 =
.50, in which children attributed more overall accuracy to the accu-
rate informant in the consistent-valence condition (M = 2.80,
SD = 1.19) than in the cross-valence condition (M = 1.23,
SD = 1.17). We also found a trend toward a main effect of question
set, F(1, 49) = 3.09, p = .085, g2 = .06, in which children attributed
more overall accuracy to the accurate informant in the initial infor-
mation phase (M = 2.15, SD = 1.22) than in the updated information
phase (M = 1.87, SD = 1.33). To follow up on these main effects, we
used single-sample t-tests comparing children’s performance, bro-
ken down by question set and condition, to chance (1.5 out of 3).

In the consistent-valence condition, children performed above
expected chance levels on both the EJ1 (M = 2.89, SD = .42), t(26)
= 17.04, p < .001, d = 3.28, and EJ2 questions (M = 2.70, SD = .82),
t(26) = 7.60, p < .001, d = 1.46. In contrast, children in the
cross-valence condition demonstrated chance performance on
the EJ1 questions (M = 1.43, SD = 1.32), t(27) = .29, p = .776, d =
.05, and actually trended toward performing below chance on the
EJ2 questions (M = 1.04, SD = 1.20), t(27) = 2.05, p = .051, d = .39
(see Fig. 1 for performance on the EJ2 questions in the
cross-valence condition). Together, these results suggest that when
accuracy and niceness conflicted in the cross-valence condition,
children were, if anything, more likely to attribute accuracy to
the inaccurate, nice informant.

2.2.3. General attributions
To examine how children used accuracy and niceness to make

general attributions regarding knowledge and future behavior, we
conducted a partially-repeated measures ANOVA with question type
(i.e., knowledge and future behavior) as the within-subjects factor,
and age (i.e., 3, 4, and 5) and condition (i.e., consistent-valence and
cross-valence) as between-subjects factors. On the knowledge attri-
bution questions, children received one point for each time they
attributed knowledge to the accurate informant, and on the moral
attribution questions, children received one point for each time they
predicted that the nice informant would perform nice behavior or
that the mean informant would perform mean behavior. We found
main effects of both question type, F(1, 54) = 35.52, p < .001, g2 =
.40, and condition, F(1, 54) = 14.08, p < .001, g2 = .21, which were pri-
marily explained by an interaction between question type and con-
dition, F(1, 54) = 7.55, p = .008, g2 = .12. There were no other main



0.00

0.25

0.50

0.75

1.00

Updated Endorsement EJ Questions Knowledge Attributions Moral Attributions

M
ea

n 
Pe

rc
en

ta
ge

 o
f R

es
po

ns
es

Experiment 1: Benevolence (Trait Labels) followed by Competence (Behavior) 
Experiment 2: Benevolence (Behavior) and Competence (Behavior) Counterbalanced
Experiment 3: Benvolence (Behavior) and Competence (Trait Labels) Counterbalanced

***

*** ***** ***

†

† †

Fig. 1. Mean responses across question type and experiment. Means are represented as mean percentages of responses to enable comparison across question types. Updated
endorsement bars, EJ question bars, and knowledge attribution bars represent the average percentage of items that children selected the competent, mean informant. Moral
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effects or interactions. To follow up on the question type by condi-
tion interaction, we conducted (1) independent samples t-tests com-
paring children’s general attributions in the cross-valence condition
to their general attributions in the consistent-valence condition and
(2) single sample t-tests comparing children’s attributions to chance
(2 out of 4).

When asked to predict the informants’ future nice and mean
behavior, there was no difference between the two conditions,
t(58) = .85, p = .397, d = .22. Specifically, children in both the
consistent-valence condition (M = 3.52, SD = .98), t(26) = 8.09, p <
.001, d = 1.56, and the cross-valence condition (M = 3.29,
SD = 1.30), t(27) = 5.23, p < .001, d = .99, predicted that the nice
informant would behave nicely (and the mean informant would
continue to behave meanly) more often than chance. See Fig. 1
for cross-valence condition.

In contrast, when asked to attribute knowledge, children in the
consistent-valence condition attributed knowledge to the accurate
informant significantly more often than children in the
cross-valence condition, t(58) = 4.51, p < .001, d = 1.18. In fact,
although children in the consistent-valence condition attributed
knowledge to the accurate, nice informant significantly more often
than would be expected by chance (M = 3.00, SD = .96), t(26) = 5.41,
p < .001, d = 1.04, children in the cross-valence condition trended
toward attributing knowledge to the inaccurate, nice informant,
(M = 1.54, SD = 1.23), t(27) = 2.00, p = .056, d = .38. See Fig. 1 for
cross-valence condition. These results suggest that children may
have primarily used the ‘‘nice’’ and ‘‘mean’’ trait labels to make
both types of general attributions (i.e., on both the knowledge
attribution questions and moral attribution questions).

2.2.4. Correlations with endorsement
Finally, we examined whether there was any relationship

between children’s endorsements in the updated information phase
and their performance on the other question sets. Specifically, we
examined the correlations between endorsement of the accurate
informant in the updated information phase and (1) age, (2) initial
endorsement of the accurate informant, (3) performance on the
EJ1 questions, (4) performance on the EJ2 questions, (5) performance
on the knowledge attribution questions, and (6) performance on the
moral attribution questions. Given that children were evaluating dif-
ferent informants in the consistent-valence and cross-valence condi-
tion (i.e., the accurate informant was nice in the consistent-valence
condition, but mean in the cross-valence condition), we conducted
these analyses separately across conditions.
In the consistent-valence condition, there was a significant posi-
tive relationship between children’s endorsement of the accurate
informant in the updated information phase and their initial
endorsement, performance on the EJ2 questions, and performance
on the knowledge attribution questions. This set of correlations sug-
gests that children’s updated endorsement of the accurate, nice
informant positively related to the strength of their initial endorse-
ment of that informant (based solely on information about nice-
ness), and their global evaluations of informant competence (i.e.,
regarding overall accuracy in the EJ2 questions and general knowl-
edge in the knowledge attribution questions). In the cross-valence
condition, there was a significant positive relationship between chil-
dren’s endorsement of the accurate informant in the updated infor-
mation phase and performance on the EJ2 questions. See Table 3 for
correlations. Considered together, these results suggest that chil-
dren’s updated endorsement of the accurate informant positively
related to their evaluations of overall accuracy (i.e., on the EJ2 ques-
tions), regardless of whether the accurate informant was nice (i.e., in
the consistent-valence condition) or mean (i.e., in the cross-valence
condition).
2.3. Discussion

Although children in both conditions based their initial endorse-
ments on niceness (when niceness was the only characteristic they
knew about) and children in the consistent-valence condition con-
tinued to endorse the nice informant after learning she was accurate
in the updated information phase, children in the cross-valence con-
dition did not have a clear preference for either informant after
learning about both characteristics. Specifically, when children
learned that the nice informant was inaccurate (i.e., in the
cross-valence condition), they significantly decreased their initial
endorsements, but showed no preference for either the accurate,
mean informant or the inaccurate, nice one in their updated
endorsements. This suggests that, in Experiment 1, children
weighed accuracy and niceness equally when deciding whom to
trust.

However, accuracy may not have been established as firmly as
niceness in children’s global evaluations (as measured by the EJ
questions and general attribution questions). Although children
attributed future nice behavior to the nice informant regardless of
whether she was accurate (in the consistent-valence condition) or
inaccurate (in the cross-valence condition), they only attributed



2 As in Experiment 1, children who had less than 100% accuracy on these
familiarization trials were excluded (i.e., 7 3-year-olds, 5 4-year-olds, and 1
5-year-old). The only difference in Experiment 2 was that were familiarization trials
regarding both accuracy and helping/hindering behavior.
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overall accuracy (i.e., on the EJ questions) and general knowledge
(i.e., on the knowledge attribution questions) to the accurate infor-
mant when she was nice (in the consistent-valence condition). In
contrast, when the accurate informant was mean (i.e., in the
cross-valence condition), children did not indicate that she was
any better at labeling objects than the inaccurate, nice informant
(i.e., on the EJ questions). Despite the fact that children were able
to state that the accurate, mean informant provided correct labels
for each individual familiar object on the familiar object check ques-
tions (we excluded children who missed any of these questions),
children did not indicate that the accurate, mean informant was bet-
ter at labeling the objects overall, even when asked immediately after
the familiar object check questions (i.e., on the EJ1 questions). In fact,
on the EJ2 questions (which were asked after the updated endorse-
ment trials), children trended toward attributing overall accuracy to
the inaccurate, nice informant. This suggests that, although children
were tracking which informant provided the correct label on each of
the familiar object check questions, they did not pull these four accu-
rate labeling events into one cohesive picture that suggested the
accurate, mean informant was better overall at providing accurate
information than the inaccurate, nice informant.

Additionally, children in the cross-valence condition trended
toward attributing more knowledge (i.e., on the knowledge attri-
bution questions) to the inaccurate, nice informant than the accu-
rate, mean one. Whereas it would make sense to infer that
someone who accurately labels familiar objects is more likely to
have other types of knowledge than someone who inaccurately
labels familiar objects, children seemed to prefer to make infer-
ences about knowledge based on niceness. Thus, it seems that chil-
dren did not use the four familiar labeling events to determine
which informant was (1) better at providing accurate labels (i.e.,
in the EJ questions) or (2) likely to have general knowledge.
Instead, children may have used the nice and mean trait labels to
make these global evaluations about competence (see Heyman,
Gee, & Giles, 2003 for similar results).

One reason that children may have failed to use prior accuracy
to make global evaluations about competence (as measured by the
EJ questions and knowledge attribution questions) is that accuracy
and niceness were presented in different contexts in Experiment 1:
the way in which the two characteristics were described differed
(i.e., niceness was described with stable trait labels and accuracy
was described with examples prior behavior), and niceness was
always presented first. Although these methods of presenting
accuracy and niceness were based on prior research, it is possible
that the two characteristics were not established equally firmly
and thus had differing contributions to children’s global evalua-
tions. This is an especially important possibility to consider given
that children’s endorsements were related to attributions of overall
accuracy (i.e., the EJ2 questions) in both conditions and knowledge
(i.e., the knowledge attribution questions) in the consistent-
valence condition, rather than the extent to which they predicted
future nice and mean behavior (i.e., in the moral attribution ques-
tions). Perhaps children would begin to endorse the accurate, mean
informant if niceness and accuracy were presented in a way that
encouraged children to base their global evaluations (as measured
by the EJ questions and general attribution questions) on accuracy,
rather than niceness. We test this possibility further in Experiment
2 by (1) presenting both niceness and accuracy via descriptions
of prior behavior and (2) counterbalancing the order in which nice-
ness and accuracy are presented.

3. Experiment 2: Benevolence (behavior) and competence
(behavior) counterbalanced

In Experiment 2, we began to address the potential influence of
two contextual factors on children’s endorsements – (1) the way in
which competence and benevolence are described (i.e., as traits or
examples of prior behavior) and (2) the order in which children
learn about the two characteristics. Although children in
Experiment 1 showed no preference in their endorsements
between the accurate, mean informant and the inaccurate, nice
informant, it seems that benevolence was established more firmly
in their global evaluations (i.e., on the EJ and general attribution
questions) than competence was. One possibility is that this dis-
crepancy resulted from the different ways in which competence
and benevolence were described: competence was described in
terms of prior accurate and inaccurate behavior, and benevolence
was described in terms of ‘‘nice’’ and ‘‘mean’’ trait labels. This is
an especially important possibility to consider given that previous
research has shown that children are more likely to interpret trait
labels as stable, enduring characteristics (e.g., Gelman & Heyman,
1999) that predict future behavior (Liu et al., 2007) than they are
to interpret prior behavior this way. Thus, in Experiment 2, we
used descriptions of prior behavior to present both competence
and benevolence in order to determine how children weigh these
two characteristics when this contextual factor is kept constant.

Although the types of characteristics used to convey compe-
tence and benevolence may have influenced children’s endorse-
ments, it is also possible that children were influenced by the
order in which the two characteristics were presented.
Specifically, children in Experiment 1 may not have shown a pref-
erence between the accurate, mean informant and the inaccurate,
nice informant in their endorsements because one characteristic
was highlighted by either a primacy or recency effect. We explored
this possibility directly in Experiment 2 by manipulating the order
in which children learned about competence and benevolence.
3.1. Method

3.1.1. Participants
Participants were 19 3-year-olds (Mage = 3 years 8 months; range =

3 years 2 months–4 years 0 months; 10 females), 23 4-year-olds
(Mage = 4 years 6 months; range = 4 years 1 month–5 years 0 months;
10 females), and 19 5-year-olds (Mage = 5 years 5 months; range =
5 years 0 months–5 years 10 months; 9 females).
3.1.2. Procedure
Several changes were made to the procedure of Experiment 2.

First, we presented both accuracy and niceness with descriptions
of prior behavior, rather than conveying accuracy with descriptions
of prior behavior and niceness with ‘‘nice’’ and ‘‘mean’’ trait labels.
See Table 1 for overview. For nice and mean behaviors, we chose to
present helping and hindering behavior given that these types of
behaviors are grasped very early in infancy (e.g., Hamlin, Wynn,
& Bloom, 2007). Moreover, we specifically selected a type of help-
ing and hindering behavior that was indicative of general helpful-
ness, but clearly unrelated to informant knowledge—carrying
things (i.e., books, toys, markers, dishes) for a little girl or pushing
them out of her hands (similar behaviors were used to indicate
helping and hindering behavior in Liu et al., 2007). To keep the
helping and hindering familiarization trials as parallel to the accu-
racy familiarization trials as possible, children were asked to indi-
cate ‘‘Which person helped a little girl?’’ at the end of all four
helping and hindering familiarization trials.2

Second, we eliminated the consistent-valence condition, and
instead focused on two conditions relating to the order in which



Table 3
Correlations with endorsement of the accurate informant in the updated information phase in Experiments 1–3.

Experiment Age Initial endorsements EJ1 questions EJ2 questions Knowledge attributions Moral attributions

Experiment 1 (consistent-valence condition) �.173 .609** .217 .415* .473* .140
Experiment 1 (cross-valence condition) �.095 .157 .060 .487** .096 �.244
Experiment 2 �.029 �.067 – .372** .456** �.213
Experiment 3 .061 .125 – – .152 �.217

* p < .05, **p < .01.
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children learned about the characteristics of the informants: a
benevolence first condition and a competence first condition.

Third, we eliminated the first set of EJ questions since these
questions would have appeared in slightly different contexts in
the two conditions (i.e., before learning about benevolence in the
competence first condition and after learning about benevolence
in the benevolence first condition). Additionally, the wording of
the EJ questions was made more specific, such that children were
asked to evaluate the relative quantity of correct answers provided
by each informant (e.g., ‘‘Did the person in the red shirt give more
right answers or more wrong answers?’’ and ‘‘Which person gave
the most right answers?’’), rather than how ‘‘good’’ the informants
were at answering the questions (see Experiment 1). This change
was made to decrease the possibility that children were misinter-
preting the question as probing them to evaluate the moral good-
ness of the informants.

Finally, we added two new trait attribution questions at the end
of the experiment asking children to indicate, ‘‘Which person is
nicer?’’ and ‘‘Which person is smarter?’’

3.2. Results

3.2.1. Endorsement questions
In order to see whether children’s endorsements differed across

age, phase, or condition, we conducted a partially repeated-
measures ANOVA with phase (i.e., initial information phase and
updated information phase) as the within-subjects factor, and
age (i.e., 3, 4, and 5) and condition (i.e., competence first
and benevolence first) as between-subjects factors. Endorsement
was coded as the number of times (out of 4) that children indicated
that the informant who was initially positively-valenced (i.e., the
nice informant in the benevolence first condition and the accurate
informant in the competence first condition) provided the correct
answer. Coding was done in this way to ensure that children were
never scored based on a characteristic they had not yet learned
about.

We found a main effect of phase, F(1, 42) = 21.77, p < .001, g2 =
.34, suggesting that across the two conditions, children generally
decreased their initial endorsement (M = 3.08, SD = 1.05) during
the updated information phase (M = 1.83, SD = 1.52). We also
found a main effect of condition, F(1, 42) = 4.06, p = .050, g2 =
.09, suggesting that, when collapsing across the two phases, chil-
dren generally had higher levels of endorsement for the informant
who was initially positively-valenced in the competence first con-
dition (M = 2.73, SD = .94) than in the benevolence first condition
(M = 2.19, SD = .89). There were no other main effects or interac-
tions. To more carefully unpack these results, we conducted (1)
paired-samples t-tests comparing children’s endorsement in the
initial information phase to their endorsement in the updated
information phase and (2) single-sample t-tests comparing chil-
dren’s endorsement to chance (2 out of 4).

3.2.1.1. Initial information phase. We first compared children’s ini-
tial endorsements of the informants to chance using
single-sample t-tests. When children only knew about one of the
characteristics in the initial information phase, they significantly
endorsed the accurate informant when only evidence of accuracy
and inaccuracy were provided (i.e., in the competence first condi-
tion; M = 3.25, SD = 1.03), t(23) = 5.94, p < .001, d = 1.21., and
endorsed the nice informant when only evidence of nice and mean
behavior was provided (i.e., in the benevolence first condition;
M = 2.92, SD = 1.06), t(23) = 4.24, p < .001, d = .87.

3.2.1.2. Updated information phase. Next, using paired-samples
t-tests, we compared children’s endorsements in the initial infor-
mation phase to their endorsements in the updated information
phase. Children significantly decreased their endorsement of the
positively-valenced informant based on new evidence of negative
traits in both the competence first, t(23) = 2.75, p = .011, d = .56,
and benevolence first conditions, t(23) = 4.10, p < .001, d = .84.
To investigate whether children showed evidence of primacy or
recency effects, we conducted an independent samples t-test com-
paring endorsement of the accurate, mean informant between the
competence first and benevolence first conditions, finding no dif-
ference in endorsement based on presentation order (MCompFirst =
2.21, MBenFirst = 2.54, SDCompFirst = 1.56, SDBenFirst = 1.41), t(46) = .78,
p = .442, d = .23. Thus, we collapsed across condition to compare
children’s updated endorsement to chance, finding that children
trended toward endorsing the accurate, mean informant
(M = 2.38, SD = 1.48), t(47) = 1.75, p = .086, d = .51. See Fig. 1.

3.2.2. EJ questions
To examine how children evaluated the informants’ overall

accuracy, we conducted an ANOVA with age (i.e., 3, 4, and 5) and
condition (i.e., competence first and benevolence first) as
between-subjects factors. Children received between 0 and 3
points based on whether they indicated that (1) the accurate, mean
informant ‘‘gave right answers,’’ (2) that the inaccurate, nice infor-
mant ‘‘gave wrong answers,’’ and (3) the accurate, mean informant
‘‘gave the most right answers.’’ As there were no main effects or
interactions, we collapsed across both age and condition to com-
pare children’s performance on the EJ questions to chance (1.5
out of 3) using a single-sample t-test. Children performed at
chance on these questions (M = 1.67, SD = 1.39), t(47) = .83, p =
.410, d = .24. See Fig. 1. These results suggest that, regardless of
whether children learned about competence or benevolence first,
they did not evaluate either informant as having greater overall
accuracy.

3.2.3. General attributions
To examine how children used accuracy and niceness to make

general attributions regarding knowledge and future behavior,
we conducted a partially-repeated measures ANOVA with question
type (i.e., knowledge and future behavior) as the within-subjects
factor, and age (i.e., 3, 4, and 5) and condition (i.e., competence first
or benevolence first) as between-subjects factors. On the knowl-
edge attribution questions, children received one point for each
time they attributed knowledge to the accurate, mean informant,
and on the moral attribution questions, children received one point
for each time they predicted that the inaccurate, nice informant
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would perform nice behavior or that the accurate, mean informant
would perform mean behavior. We found main effects of both
question type, F(1, 42) = 3.75, p = .060, g2 = .08, and age, F(2, 42)
= 3.43, p < .042, g2 = .14, which were primarily explained by an
interaction between question type and age, F(2, 42) = 3.98, p =
.026, g2 = .16. There were no other main effects or interactions.
To follow up on the question type by age interaction, we conducted
(1) one-way ANOVAs comparing each age group’s responses on the
two types of general attributions and (2) single sample t-tests com-
paring children’s attributions to chance (2 out of 4).

When asked to attribute knowledge, there was no difference
between the three age groups in their likelihood to attribute
knowledge to the accurate, mean informant (M3 = 2.08, M4 = 1.89,
M5 = 1.61, SD3 = 1.00, SD4 = 1.41, SD5 = 1.75), F(2, 45) = .393, p =
.677, g2 = .02. Thus, we collapsed across age group and compared
children’s knowledge attributions to chance, finding no significant
difference from chance (M = 1.83, SD = 1.45), t(47) = .80, p = .429, d
= .23. In contrast, when asked to predict the informants’ future nice
and mean behavior, there was a significant difference between the
age groups, F(2, 45) = 7.04, p = .002, g2 = .24. Post-hoc Bonferroni
tests revealed that this difference was primarily driven by differ-
ences between the 3-year-olds (M = 1.42, SD = 1.73) and
5-year-olds (M = 3.61, SD = 1.04), p = .001. Single-sample t-tests
comparing responses in each age group to chance revealed that
both 3-year-olds and 4-year-olds attributed future nice and mean
behavior to the informants at chance levels (ts < 1.64, ps > .199),
but that 5-year-olds predicted the inaccurate, nice informant
would behave nicely significantly more often than chance, t(17) =
6.59, p < .001, d = 3.20. These results suggest that children’s ability
to predict future nice and mean behavior from prior nice and mean
behavior develops significantly between ages 3 and 5. See Fig. 2.

3.2.4. Trait attributions
To examine how children used accuracy and nice and mean

behavior to make inferences about smartness and niceness, we
examined children’s performance on the new trait attribution
questions (i.e., ‘‘Which person is smarter/nicer?’’). Given that we
found an interaction between question type and age in our general
attribution questions, we examined children’s performance on
each of the two questions separately, using Chi-Square tests to
see whether there were any differences across age groups. We
found no differences across age groups for either question,
X2s < 3.84, ps > .146, thus we collapsed across age when examining
performance on these questions. When indicating who was ‘‘smar-
ter,’’ children were at chance, binomial test, p = .885. However,
when indicating who was ‘‘nicer,’’ children indicated that the inac-
curate, nice informant was ‘‘nicer’’ significantly more often than
chance, binomial test, p = .002. Overall, these results suggest that,
when all else is equal, children may more readily use descriptions
of nice and mean behavior to decide who is ‘‘nicer’’ than they use
descriptions of accuracy to decide who is ‘‘smarter.’’

Additionally, we used children’s responses on the trait attribu-
tion questions to examine how these attributions related to their
endorsements in the updated information phase. When children
were able to indicate that the accurate, mean informant was
‘‘smarter’’ (i.e., 23 out of 48 children), they endorsed the accurate,
mean informant in the updated information phase significantly
more often than chance (M = 2.74, SD = 1.29), t(22) = 2.75, p =
.012, d = 1.17, but when they were unable to indicate the accurate,
mean informant was ‘‘smarter’’, they were at chance in choosing
between the informants (M = 2.04, SD = 1.59), t(24) = .13, p =
.901, d = .05. Thus, it seems that children only significantly
endorsed the accurate, mean informant in the updated information
phase when they were able to indicate that she was ‘‘smarter.’’

It is possible that children would also show the reverse prefer-
ence, and significantly endorse the inaccurate, nice informant when
they correctly evaluated that she was ‘‘nicer.’’ Yet, this was not the
case. When children indicated the inaccurate, nice informant was
‘‘nicer’’ (i.e., 35 out of 48 children), they did not show any signifi-
cant preference between the two informants in the updated infor-
mation phase (M = 2.20, SD = 1.57), t(34) = .76, p = .456, d = .26.
These results suggest that even when children understood the
inaccurate informant was ‘‘nicer,’’ they still did not endorse her
claims in the updated information phase.

3.2.5. Comparison between Experiments 1 and 2
Although we did not find any evidence of order effects in chil-

dren’s endorsements, explicit judgments of overall accuracy, or
general attributions in Experiment 2, we still investigated whether
children’s performance on these questions differed depending on
whether children learned about niceness via trait labels (in
Experiment 1) or descriptions of prior behavior (in Experiment
2). Specifically, we compared children’s performance between
Experiments 1 and 2 on each of our dependent measures (i.e., ini-
tial endorsements, updated endorsements, performance on the EJ
questions, performance on knowledge attribution questions, and
performance on moral attribution questions) using
independent-samples t-tests. To correct for multiple comparisons
(across 5 sets of questions), we adjusted our alpha level to p =
.01 using Bonferroni corrections. None of the differences between
Experiments 1 and 2 met this significance threshold (all ts < 1.81,
all ps > .078). Thus, these results provide no support for the
hypothesis that children’s endorsements and characteristic evalu-
ations were influenced by whether they learned about niceness
via trait labels or descriptions of prior behavior.

3.2.6. Correlations with endorsement
Finally, we examined whether there was any relationship

between children’s endorsement in the updated information phase
and their performance on the other question sets. Specifically, we
examined the correlations between endorsement of the accurate
informant in the updated information phase and (1) age, (2) initial
endorsement of the accurate informant, (3) performance on the EJ
questions, (4) performance on the knowledge attribution ques-
tions, and (5) performance on the moral attribution questions.
There was a significant positive relationship between children’s
endorsement of the accurate informant in the updated information
phase and performance on both the EJ questions and knowledge
inference questions. See Table 3 for correlations.

3.3. Discussion

Our results in Experiment 2 shed light on our second goal
regarding whether contextual factors influence children’s trust
decisions. First, we found no evidence that the order in which
the characteristics were presented influenced children’s endorse-
ments, given that there was no difference in children’s updated
endorsement of the accurate, mean informant when comparing
the competence first and benevolence first conditions. Similarly,
we found no evidence that the way in which niceness was described
(i.e., via trait labels or descriptions of prior behavior) influenced
either children’s initial endorsements or updated endorsements,
given that there were no differences in endorsement between
Experiments 1 and 2. This suggests that children’s endorsements
were not significantly influenced by either the order in which they
learned about the characteristics or whether they learned about
niceness via trait labels or descriptions of prior behavior.

With respect to our first goal, we continued to find ambiguous
evidence regarding whether children prioritize accuracy or nice-
ness in their trust decisions. Although children in both conditions
of Experiment 2 updated their initial endorsements based on
new information, their final endorsements were slightly (but not
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Fig. 2. Mean scores representing the number of relevant attributions (i.e., of knowledge and future nice and mean behavior) to the informants in the Experiment 2 general
attribution questions. Moral attribution scores represent the average number of times children attributed nice behavior to the inaccurate, nice informant (and mean behavior
to the accurate, mean informant), and knowledge attribution scores represent the average number of times children attributed general knowledge to the accurate, mean
informant. Standard errors are indicated by error bars. ⁄⁄⁄p < .001.
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significantly) in favor of the accurate, mean informant over the
inaccurate, nice informant. These results suggest that, in the con-
text of Experiment 2, children still did not consistently prioritize
accuracy or niceness in their trust decisions, though they may have
put slightly more weight on accuracy.

Yet, children in Experiment 2 continued to use niceness infor-
mation when making global evaluations about the informants.
Specifically, children of all ages used the informants’ history of
nice and mean behavior to determine that the nice informant
was ‘‘nicer’’ (i.e., on our new trait attribution question, ‘‘Which
person was nicer?’’), and 5-year-olds also used this information
to predict future nice and mean behavior (i.e., on the moral attri-
bution questions; see Liu et al., 2007 for a similar lag in chil-
dren’s ability to predict future behavior from prior behavior).
In contrast, children did not use descriptions of prior accuracy
to evaluate overall accuracy (i.e., on the EJ questions), attribute
knowledge (on the knowledge attribution questions), or ascribe
‘‘smartness’’ (i.e., on our new trait attribution question, ‘‘Which
person was smarter?’’). Instead, children were at chance on all
of these competence-
related questions. These results suggest that when competence
and benevolence are both presented via descriptions of prior
behavior, children struggle to evaluate competence, but have
no problem evaluating benevolence, particularly by age 5.

In fact, when children learned about niceness via descriptions
of prior behavior in Experiment 2, they did not perform any dif-
ferently on the moral attribution questions than children in
Experiment 1 (who learned about niceness via trait labels).
This is somewhat surprising given that children tend to interpret
trait labels as more stable and enduring than prior behavior (e.g.,
Gelman & Heyman, 1999). It could be that benevolence is
already such a salient component of children’s evaluations (e.g.,
Heyman et al., 2003) that they readily make inferences about
global niceness, regardless of whether they learn about niceness
via trait labels or descriptions of prior behavior. Along these
lines, there is evidence that even 4-year-olds are able to infer
that someone who performed nice behavior in the past is ‘‘nice,’’
(Liu et al., 2007, as in our Experiment 2 trait attribution ques-
tions). However, less work has explored how children use prior
competent and incompetent behavior to make global evaluations
about competence (e.g., who is ‘‘smarter’’).
Given that children in both Experiments 1 and 2 struggled to
make any evaluations about competence based on prior accurate
behavior, it may be that children need extra encouragement to
make inferences about competence in the face of conflicting benev-
olence. One way of doing this might be to present competence via
‘‘smart’’ and ‘‘not smart’’ trait labels, rather than prior accurate and
inaccurate behavior, given that children interpret trait labels as
stable, enduring characteristics (e.g., Gelman & Heyman, 1999)
that predict a wide array of behaviors (e.g., Liu et al., 2007), abili-
ties (e.g., Stipek & Daniels, 1990), and mental states (e.g.,
Heyman & Gelman, 2000). Whereas children must integrate speci-
fic instances of prior accurate behavior into one cohesive picture to
infer whether an informant is competent, their inferential task is
greatly reduced when they are provided with a generic trait label.
Perhaps children will begin to make global evaluations about com-
petence (e.g., on the EJ questions, knowledge attribution questions,
and ‘‘smartness’’ trait attribution question), and endorse a compe-
tent, mean, informant if they learn about competence via generic
trait labels, rather than descriptions of prior behavior.

Taking this a step further, if children begin to use competence
characteristics to make global evaluations about the informants,
then they might also begin to endorse the competent, mean infor-
mant, given that their endorsement decisions were primarily related
to the questions asking them to evaluate informant competence.
Specifically, in line with previous research, children’s endorsements
in both Experiments 1 and 2 were significantly related to their eval-
uations of informant competence (i.e., always on the EJ2 questions
and sometimes on the knowledge attribution questions; for similar
results, see Corriveau & Harris, 2009a; Koenig, Clement, & Harris,
2004; Koenig & Harris, 2005; Pasquini et al., 2007), but not their pre-
dictions of future nice and mean behavior (for similar results, see
Vanderbilt, Liu, & Heyman, 2011, but see Doebel & Koenig, 2013
for a potential relationship between evaluating an informant as
‘‘nice’’ and endorsing her). Additionally, when children indicated that
the accurate, mean informant was ‘‘smarter’’ on the trait attribution
questions, they significantly endorsed her claims in the updated
information phase, but when they failed to do so, they showed no
preference between the two informants. In contrast, even when chil-
dren indicated the inaccurate, nice informant was ‘‘nicer,’’ they still
showed no preference between the two informants. This consistent
relationship between children’s endorsement and evaluations of
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competence suggests that if children successfully evaluated compe-
tence, then they might begin to endorse the competent, mean infor-
mant. We tested this possibility in Experiment 3.

4. Experiment 3: Benevolence (behavior) and competence (trait
labels) counterbalanced

Although Experiment 2 suggests that children’s endorsements
are not significantly influenced by either the order in which com-
petence and benevolence are presented or the way in which benev-
olence is described (i.e., as traits or examples of prior behavior),
there is reason to suspect that they may be influenced by the
way in which competence is described. In the first two experiments
children’s endorsements were consistently related to their perfor-
mance on questions regarding informant competence. Although
the direction of this relationship is unclear, it does leave open
the possibility that children would endorse the competent, mean
informant if they successfully made global evaluations about infor-
mant competence (i.e., on the EJ questions, knowledge attribution
questions, and ‘‘smartness’’ trait attribution question). To test this
possibility, we presented children with competence via trait labels,
rather than descriptions of prior behavior, since children tend to
interpret trait labels as stable characteristics (e.g., Gelman &
Heyman, 1999) that robustly predict the downstream consequences
of someone’s of those characteristics (e.g., Heyman & Gelman, 2000;
Liu et al., 2007; Stipek & Daniels, 1990). If the way in which compe-
tence is described does influence children’s endorsements, then they
should not only begin to attribute features of competence to the
competent, mean informant in Experiment 3, but they should also
significantly endorse the competent, mean informant when learning
about competence via trait labels.

4.1. Method

4.1.1. Participants
Participants were 16 3-year-olds (Mage = 3 years 8 months; range =

3 years 3 months–4 years 2 months; 10 females), 24 4-year-olds
(Mage = 4 years 7 months; range = 4 years 3 month–5 years 0 months;
14 females), and 21 5-year-olds (Mage = 5 years 4 months; range =
5 years 0 months–6 years 0 months; 12 females).

4.1.2. Procedure
The procedure was identical to Experiment 2, with one excep-

tion; competence was presented via trait labels, rather than
descriptions of prior behavior. See Table 1 for overview. In creating
trait label descriptions of competence, we used the same template
that we used for the trait label descriptions of benevolence in
Experiment 1. First, the experimenter labeled one informant
‘‘smart’’ and the other ‘‘not smart’’ (similar to the method used
to describe informant competence in Lane et al., 2013). Then, to
expand on these explicit traits, the experimenter provided three
examples of consistent knowledge, or lack thereof (i.e., ‘‘This per-
son is smart. She gives right answers, she knows all sorts of facts,
and she knows what things are called!’’ and ‘‘This person is not
smart. She gives wrong answers, she doesn’t know any sort of facts,
and she doesn’t know what things are called!’’).3

4.2. Results

4.2.1. Endorsement questions
In order to see whether children’s endorsements differed across

age, phase, or condition, we conducted a partially
3 As in Experiment 3, children who had less than 100% accuracy on the
niceness/meanness familiarization trials were excluded (i.e., 5 3-year-olds, 5
4-year-olds, and 3 5-year-olds).
repeated-measures ANOVA with phase (i.e., initial information
phase and updated information phase) as the within-subjects fac-
tor, and age (i.e., 3, 4, and 5) and condition (i.e., competence first
and benevolence first) as between-subjects factors. Endorsement
was coded as the number of times (out of 4) that children indicated
the informant who was initially positively-valenced (i.e., the nice
informant in the benevolence first condition and the smart infor-
mant in the competence first condition) provided the correct
answer. Coding was done in this way to ensure that children were
never scored based on a characteristic they had not yet learned
about.

We found a main effect of phase, F(1, 42) = 26.86, p < .001, g2 =
.39, suggesting that across the two conditions, children generally
decreased their trust in the initial informant (M = 3.21, SD = 1.17)
during the updated information phase (M = 1.94, SD = 1.71). We
also found a main effect of condition, F(1, 42) = 21.96, p < .001,
g2 = .88, suggesting that, when collapsing across the two phases,
children generally had higher levels of trust for the informant
who was initially positively-valenced in the competence first con-
dition (M = 3.28, SD = .87) than in the benevolence first condition
(M = 1.88, SD = 1.13). There were no other main effects or interac-
tions. To more carefully unpack these results, we conducted (1)
paired-samples t-tests comparing children’s endorsement in the
initial information phase to their endorsement in the updated
information phase and (2) single-sample t-tests comparing chil-
dren’s endorsement to chance (2 out of 4).

4.2.1.1. Initial endorsement phase. We first compared children’s ini-
tial endorsements of the informants to chance using single-sample
t-tests. When children only knew about one of the characteristics
in the initial information phase, they significantly endorsed the
smart informant when only ‘‘smart’’ and ‘‘not smart’’ trait labels
were provided (i.e., in the competence first condition; M = 3.75,
SD = .53), t(23) = 16.13, p < .001, d = 3.29, and endorsed the nice
informant when only evidence of nice and mean behavior was pro-
vided (i.e., in benevolence first condition; M = 2.67, SD = 1.37),
t(23) = 2.38, p = .026, d = .49.

4.2.1.2. Updated endorsement phase. Next, using paired-samples
t-tests, we compared children’s endorsements in the initial infor-
mation phase to their endorsements in the updated information
phase. Children significantly decreased their initial endorsement
of the positively-valenced informant based on new evidence of
negative traits in both the competence first, t(23) = 3.29, p =
.003, d = .67, and benevolence first conditions, t(23) = 4.45, p <
.001, d = .91. To investigate whether children showed evidence of
primacy or recency effects, we conducted an independent samples
t-test comparing endorsement of the smart, mean informant
between the competence first and benevolence first conditions,
finding no difference in endorsement based on presentation order
(MCompFirst = 2.79, MBenFirst = 2.92, SDCompFirst = 1.50, SDBenFirst = 1.47),
t(46) = .29, p = .772, d = .09. Thus, we collapsed across condition
to compare children’s updated endorsement to chance, finding that
children significantly endorsed the smart, mean informant
(M = 2.85, SD = 1.47), t(47) = 4.01, p < .001, d = 1.17. See Fig. 1.

4.2.2. EJ questions
To examine how children evaluated the informants’ overall

accuracy, we conducted an ANOVA with age (i.e., 3, 4, and 5) and
condition (i.e., competence first and benevolence first) as
between-subjects factors. Children received between 0 and 3
points based on whether they indicated (1) that the smart, mean
informant ‘‘gave right answers,’’ (2) that the ‘‘not smart,’’ nice
informant ‘‘gave wrong answers,’’ and (3) that the smart, mean
informant ‘‘gave the most right answers.’’ There were no significant
main effects, but we found an age by condition interaction, F(2, 47)
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= 5.74, p = .006, g2 = .22. To follow up on age by condition interac-
tion, we conducted (1) one-way ANOVAs comparing each age
group’s responses for the two conditions and (2) single sample
t-tests comparing children’s responses to chance (1.5 out of 3).

In the competence first condition, we found no significant dif-
ference across age groups (M3 = 2.50, M4 = 2.67, M5 = 1.56, SD3 =
.84, SD4 = 1.00, SD5 = 1.51), F(2, 23) = 2.20, p = .135, g2 = .17.
Thus, we collapsed across age groups, finding that children in the
competence first condition attributed more overall accuracy to
the smart, mean informant than would be expected by chance
(M = 2.21, SD = 1.25), t(23) = 2.78, p = .011, d = 1.16. In contrast,
in the benevolence first condition, we did find a significant differ-
ence across age groups (M3 = 1.00, M4 = 2.00, M5 = 2.89, SD3 = 1.55,
SD4 = 1.50, SD5 = .33), F(2, 23) = 4.40, p = .025, g2 = .30. Post-hoc
Bonferroni tests revealed that this age difference in the benevo-
lence first condition was driven by differences between the
3-year-olds and the 5-year-olds, p = .023. Single-sample t-tests
comparing responses in each age group to chance revealed that
both 3-year-olds and 4-year-olds in the benevolence first condition
were at chance when evaluating overall accuracy (ts < 1.01, ps >
.346), but that 5-year-olds attributed overall accuracy to the smart,
mean informant significantly more often than chance, t(8) = 12.50,
p < .001, d = 8.84.

However, these results should be addressed with caution. In
retrospect, we realize that these questions might have been diffi-
cult for children to interpret in Experiment 3 given that they asked
children to evaluate the relative number of right and wrong
answers provided by the informants (e.g., ‘‘Which informant gave
the most right answers?’’). Although these questions have proven
useful for investigating how children evaluate informants with a
history of accuracy (e.g., Corriveau & Harris, 2009b; Koenig &
Harris, 2005, and in our Experiments 1 and 2), they did not clearly
connect to the overall descriptions of smartness children learned
about in Experiment 3. Although it is unclear why we found this
age by condition interaction, it may be due to differences in how
the different age groups interpreted these questions (e.g., whether
they thought we were asking them to simulate the informants’
prior accurate behavior based on the ‘‘smart’’ and ‘‘not smart’’ trait
labels, or evaluate the nice and mean behavior described in the
familiarization trials). Given that it is unclear how children were
interpreting these questions, we did not consider them in further
analyses.

4.2.3. General attributions
To examine how children used smartness and niceness to make

general attributions about knowledge and future behavior, we con-
ducted a partially-repeated measures ANOVA with question type
(i.e., knowledge and future behavior) as the within-subjects factor,
and age (i.e., 3, 4, and 5) and condition (i.e., competence first or
benevolence first) as between-subjects factors. On the knowledge
attribution questions, children received one point for each time
they attributed knowledge to the smart informant, and on the
moral attribution questions, children received one point for each
time they predicted the nice informant would perform nice behav-
ior or that the mean informant would perform mean behavior. The
only significant effect we found was a main effect of question type,
F(1, 42) = 6.06, p = .018, g2 = .13, in which children more accurately
attributed knowledge (to the smart, mean informant; M = 2.94,
SD = 1.10), than future nice and mean behavior (to the ‘‘not smart,’’
nice informant; M = 2.06, SD = 1.77). Following up on this main
effect with single-sample t-tests comparing children’s performance
to chance, we found that children attributed a significant amount
of knowledge to the smart, mean informant, t(47) = 5.91, p <
.001, d = 1.72, but showed no preference between the informants
when predicting future nice and mean behavior, t(47) = .25, p =
.808, d = .07. See Fig. 1.
4.2.4. Trait attributions
Children’s performance on the trait attribution questions (i.e.,

‘‘Which person is smarter/nicer?’’) was in line with their perfor-
mance on the general attribution questions. Specifically, when
indicating who was ‘‘smarter,’’ children indicated that the smart,
mean informant was ‘‘smarter’’ significantly more often than
chance, binomial test, p < .001. However, when indicating who
was ‘‘nicer,’’ children were at chance, binomial test, p = .665.
These results suggest that when children learn about competence
via smartness trait labels (and niceness via prior behavior), they
successfully evaluate smartness but not niceness.

Additionally, we used children’s responses on the trait attribu-
tion questions to examine how these attributions related to their
endorsements in the updated information phase. When children
were able to indicate that the smart, mean informant was ‘‘smar-
ter’’ (i.e., 38 out of 48 children), they endorsed the smart, mean
informant in the updated information phase significantly more
often than chance (M = 3.00, SD = 1.40), t(37) = 4.42, p < .001,
d = 1.45, but when they were unable to indicate the smart, mean
was ‘‘smarter’’, they were at chance in choosing between the infor-
mants (M = 2.30, SD = 1.70), t(9) = .56, p = .591, d = .37. Thus, it
seems that children only significantly endorsed the smart, mean
informant in the updated information phase when they were able
to indicate that she was ‘‘smarter.’’

It is possible that children would also show the reverse prefer-
ence, and significantly endorse the ‘‘not smart,’’ nice informant
when they correctly evaluated that she was ‘‘nicer.’’ Yet, this was
not the case. Children endorsed the smart, mean informant regard-
less of whether they indicated that the ‘‘not smart,’’ nice informant
was ‘‘nicer’’ (i.e., 22 out of 48 children; M = 2.82, SD = 1.53), t(21) =
2.51, p = .021, d = 1.09, or that the smart, mean informant was
‘‘nicer’’ (M = 2.88, SD = 1.45), t(25) = 3.11, p = .005, d = 1.24. These
results suggest that children’s evaluations of which informant
was nicer did not relate to their updated endorsements.

4.2.5. Comparisons between Experiments 2 and 3
Although we did not find any evidence of order effects in chil-

dren’s endorsements, or general attributions in Experiment 3, we
also investigated whether children were influenced by the way in
which competence was described. To do this, we compared chil-
dren’s performance between Experiments 2 (when competence
was described via accurate behavior) and 3 (when competence
was described via ‘‘smart’’ and ‘‘not smart’’ trait labels) on each
of our dependent measures (i.e., initial endorsements, updated
endorsements, performance on knowledge attribution questions,
performance on moral attribution questions, performance on
‘‘smartness’’ trait attribution question, and performance on ‘‘nice-
ness’’ trait attribution question) using independent-samples t-tests
and Fisher’s exact tests (for the trait attribution questions). To cor-
rect for multiple comparisons (across 6 sets of questions), we
adjusted our alpha level to p = .008 using the Bonferroni method.
Two dependent measures met this significance threshold (all other
ts < 2.12 and ps > .039). Specifically, children in Experiment 3 (who
learned about competence via ‘‘smart’’ and ‘‘not smart’’ trait labels)
attributed more knowledge to the competent, mean informant,
t(94) = 4.21, p < .001, d = .87, and more frequently indicated the
competent, mean informant was ‘‘smarter,’’ Fisher’s exact test, p
= .003, than children in Experiment 2 (who learned about compe-
tence via prior accurate and inaccurate behavior). These results
suggest that ‘‘smart’’ and ‘‘not smart’’ trait labels enhanced chil-
dren’s ability to evaluate which informant was more knowledge-
able and which informant was smarter.

4.2.6. Correlations with endorsement of the accurate informant
Finally, we examined whether there was any relationship

between children’s endorsement in the updated information
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phase and their performance on the other question sets.
Specifically, we examined the correlations between endorsement
of the smart informant in the updated information phase and (1)
age, (2) initial endorsement of the accurate informant, (3) perfor-
mance on the knowledge attribution questions, and (4) perfor-
mance on the moral attribution questions. None of these
question sets related to children’s updated endorsements. See
Table 3 for correlations.
4.3. Discussion

As anticipated, children in Experiment 3 not only began to suc-
cessfully evaluate informant competence (i.e., attributing knowl-
edge and ‘‘smartness’’) when competence was described in terms
of stable traits, but they also began to significantly endorse the
competent, mean informant in the updated information phase. In
fact, when comparing children’s performance on the knowledge
attribution and ‘‘smartness’’ trait attribution questions between
Experiments 3 and 2, we found that children attributed signifi-
cantly more knowledge and ‘‘smartness’’ to the competent, mean
informant when competence was described in terms of stable
traits (i.e., in Experiment 3). However, when comparing children’s
updated endorsements between Experiments 2 and 3, we found no
support for the hypothesis that the way in which competence is
described alters children’s endorsements. This could be because
children in Experiment 2 were already trending toward endorsing
the accurate, mean informant, so all they needed was a slight
bump in their ability to evaluate informant competence, provided
by the descriptions of stable trait labels.

Interestingly, though, once children began to correctly evaluate
competence in Experiment 3, they no longer correctly evaluated
benevolence, either on the moral attribution questions or on the
‘‘niceness’’ trait attribution question. This suggests that
preschool-aged children may have difficulty evaluating informants
based on two separate dimensions at once (see Ruble & Dweck,
1995; Saltz & Medow, 1971; Stipek & Daniels, 1990, for similar
results). However, even though children only seemed to consider
one dimension of the informants at a time, we can still get some
idea of whether they weighed competence or benevolence more
heavily when deciding whom to trust. Specifically, when children
successfully indicated that the smart, mean informant was ‘‘smar-
ter’’ in Experiment 3, they significantly endorsed her claims, but
when they were unable to indicate she was ‘‘smarter’’ they were
at chance in their endorsements. Yet, regardless of whether chil-
dren indicated the ‘‘not smart,’’ nice informant was nicer, they still
endorsed the smart, mean informant.
5. General discussion

We had two overarching goals with this set of experiments. Our
first goal, which we addressed in Experiments 1 and 2, was to
examine how children weigh accuracy and niceness when deter-
mining whom to trust. We anticipated that children might priori-
tize accuracy over niceness, given that they are sensitive to
accuracy from a very young age (i.e., 8 months;
Tummeltshammer et al., 2014) and prioritize accuracy over a num-
ber of other characteristics (e.g., age: Jaswal & Neely, 2006, famil-
iarity: Corriveau & Harris, 2009b, and native accent: Corriveau
et al., 2013). However, children did not seem to prioritize accuracy
over niceness, showing no preference between an accurate, mean
informant and an inaccurate, nice informant in Experiment 1 and
only trending toward endorsing the accurate, mean informant in
Experiment 2. Thus, even though prior accuracy has proven to be
a particularly robust characteristic in past research, children do
not consistently prioritize prior accuracy over niceness.
Our second goal, which we addressed in Experiments 2 and 3,
was to explore how two contextual factors – the order in which
children learn about characteristics and the way in which those
characteristics are described (i.e., via traits or examples of prior
behavior) – influence how children weigh competence and benev-
olence when deciding whom to trust. We did not find evidence that
children’s endorsements of novel object names were influenced by
either the order in which they learned about the characteristics or
the way in which benevolence was described. However, there was
some evidence that children were influenced by the way in which
competence was described. When competence was described in
terms of stable traits (i.e., smartness; in Experiment 3), rather than
prior accurate behavior (in Experiments 1 and 2), children began to
trust the competent source, even though she was mean.

In the sections that follow, we discuss each of these findings in
more detail, along with other findings of note, and consider what
they tell us more broadly about how children weigh competence
and benevolence when deciding whom to trust.
5.1. The importance of competence for children’s endorsements

When taking a step back and more broadly considering how
children weigh competence and benevolence, our results provide
mixed evidence if we examine this question from the perspective
of whom children ultimately trust. In Experiments 1 and 2, children
showed no consistent preference between an accurate, mean infor-
mant and an inaccurate, nice informant in their updated endorse-
ments for novel object labels (though they did trend toward
endorsing the accurate, mean informant in Experiment 2), but in
Experiment 3, they consistently endorsed a smart, mean informant
over a ‘‘not smart,’’ nice informant. Additionally, it is important to
note that although children did not consistently endorse the com-
petent, mean informant, they never endorsed the incompetent,
nice informant, even though they had many opportunities to do
so. Although these results provide the first evidence that children
will endorse a competent, yet malevolent, informant in some con-
texts, they do not explain how children weigh competence and
benevolence characteristics or why the particular informant chil-
dren choose to trust varies across context.

To answer these questions, we must consider our results from
another perspective: how children weigh their understanding of
competence and benevolence, as opposed to whom they ultimately
decide to trust. Although children did not consistently endorse the
competent, malevolent informant, their endorsements were
always related to at least some aspect of their understanding of
informant competence (i.e., as measured by the EJ questions,
knowledge attribution questions, and ‘‘smartness’’ trait attribution
question), but never their understanding of benevolence (i.e., as
measured by the moral attribution questions and ‘‘niceness’’ trait
attribution question). Specifically, in Experiments 1 and 2, chil-
dren’s endorsements correlated with their attributions of overall
accuracy (i.e., on the EJ2 questions), and in Experiment 2 their
endorsements also correlated with their attributions of general
knowledge. In contrast, in Experiments 1, 2, and 3, children’s
endorsements never correlated with their predictions of future
nice and mean behavior. Similarly, in Experiments 2 and 3, chil-
dren only endorsed the competent, mean informant when they
were able to indicate that she was ‘‘smarter;’’ when they were
unable to do so, they showed no preference between the infor-
mants. In contrast, even when children in Experiments 2 and 3 suc-
cessfully indicated the incompetent, nice informant was ‘‘nicer,’’
they did not endorse her claims. Thus, it seems that although there
was extensive variation in how well children understood compe-
tence (as measured by their performance on the competence eval-
uation questions), both across individuals and across experiments,
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children’s endorsement was consistently related to the extent to
which they understood competence, not benevolence.

This lines up with a substantial body of work showing that chil-
dren’s evaluations of informant competence (i.e., on EJ-type ques-
tions; e.g., Corriveau & Harris, 2009a; Koenig & Harris, 2005;
Koenig et al., 2004; Pasquini et al., 2007) closely relate to their
endorsement decisions in a way that their predictions of future
benevolent and malevolent behavior do not (Vanderbilt et al.,
2011). Of course, it is hard to determine the direction of this rela-
tionship (i.e., children’s general inferences could be influencing
their endorsements or vice versa), especially since the questions
asking children to make inferences about informant competence
came after the questions asking them whom they endorsed.
Regardless, it seems that children’s inferences about competence
are consistently yoked to their endorsements, but their inferences
about benevolence are not.

Importantly, though, there is no reason to suspect that this
should always be the case. In our paradigm, and that of others
(e.g., Corriveau & Harris, 2009a; Koenig & Harris, 2005), the
endorsement trials were specifically designed to relate more clo-
sely to informant competence. Specifically, competence should
have been the more relevant characteristic for determining whose
claim to endorse given that the competent informant had a history
of labeling objects correctly (or was described as generally ‘‘giving
right answers’’), even when she was mean. Although it is reason-
able to suspect that a mean person is more likely than a nice per-
son to be deceptive, this concern should be somewhat mitigated if
the mean person has a history of providing accurate information.
Thus, it may be that children have a surprisingly sophisticated
understanding of how competence and benevolence vary in their
importance across context. Although children’s understanding of
competence most closely relates to their decisions regarding
whom to endorse for novel information, it is possible that their
understanding of benevolence would be more important in other
contexts. For instance, if children had to decide which person to
trust in a cooperative game, their inferences about benevolence
might relate more closely to their trust decisions than competence.
This will be an interesting avenue for future research.

5.2. The salience of benevolence in children’s general inferences

A key point is that even when children understand which
dimensions are most important for determining whom to trust,
they may not correctly evaluate how the informants stack up on
those dimensions. Although our correlational results and trait
attribution results (discussed in Section 5.1) captured variation at
the individual level, we would also expect that any factor that gen-
erally disrupts or enhances children’s ability to make inferences
about informant competence would shift children’s aggregate ten-
dency to endorse the competent, yet malevolent, informant.

Along these lines, one factor that has been shown to frequently
disrupt both children (e.g., Heyman et al., 2003) and adults’ (e.g.,
Willis & Todorov, 2006; Wojciszke, Bazinska, & Jaworski, 1998;
Ybarra, Chan, & Park, 2001) ability to focus on competence is con-
flicting benevolence information. In fact, for children, the salience
of benevolence may be particularly far-reaching since children
struggle to consider both the positive and negative qualities of peo-
ple, preferring, instead, to think of people as globally good or bad
(e.g., Ruble & Dweck, 1995; Saltz & Medow, 1971; Stipek &
Daniels, 1990). This suggests that in cases where children correctly
infer benevolence, they may either misattribute competence based
on benevolence or fail to make stable inferences about competence
at all.

This is consistent with what we found in the current set of stud-
ies. Specifically, in Experiment 2, when competence and benevo-
lence were both described via examples of prior behavior,
children only made stable inferences about benevolence (i.e., infer-
ring that the benevolent, incompetent informant was ‘‘nicer’’ and
predicting she would perform nice behavior in the future), not
competence (i.e., failing to make consistent inferences about over-
all accuracy, general knowledge, and ‘‘smartness’’). In fact, in
Experiment 1, when benevolence was presented via nice/mean
trait labels and competence was presented via descriptions of prior
accurate/inaccurate behavior, children trended toward attributing
competence to the nice, inaccurate informant. Thus, it seems that
children’s ability to infer competence frequently becomes dis-
rupted when there is conflicting benevolence information.

Given that benevolence information disrupted children’s ability
to infer competence in Experiments 1 and 2, it should be unsur-
prising that, on average, children showed no consistent preference
between the two informants when deciding whom to endorse in
those experiments. Thus, although children will prioritize prior
accuracy over other meaningful characteristics, such as age
(Jaswal & Neely, 2006), familiarity (Corriveau & Harris, 2009b),
and native accent (Corriveau et al., 2013), they do not consistently
prioritize accuracy over niceness because niceness information
disrupts their ability to evaluate informant competence. Unless
characteristics of competence are presented in a way that encour-
age children to actually make inferences about informant compe-
tence, the more readily available inferences children draw from
benevolence will take hold.

5.3. Traits vs. behaviors

In the same way that some factors (e.g., conflicting benevolence
information, see Section 5.2) can disrupt children’s ability to eval-
uate informant competence, there are also factors that enhance
their ability to evaluate informant competence. In addressing our
second goal, we discovered that one of these factors was related
to the way in which competence was described. Specifically, when
children learned about competence via descriptions of stable traits
in Experiment 3, rather than via descriptions of prior behavior,
they began to consistently make general inferences about infor-
mant competence (i.e., regarding overall accuracy, knowledge,
and ‘‘smartness’’) and endorse the competent, mean informant.
In fact, when directly comparing children in Experiment 3 to chil-
dren in Experiment 2 (who learned about accuracy via descriptions
of prior behavior), children attributed more knowledge and
‘‘smartness’’ to the accurate informant. Thus, it seems that stable
trait labels enhance children’s ability to evaluate informant
competence.

One interesting question is whether stable trait labels would
similarly encourage children to prioritize competence in the face
of other salient characteristics, such as group membership (e.g.,
Elashi & Mills, 2014; MacDonald et al., 2013). This is a question
future research will need to address. In many ways, it makes sense
for trait labels to have a disproportionate impact on the general
evaluations children make about informant competence. Trait
labels are meant to define stable, enduring characteristics (e.g.,
Gelman & Heyman, 1999) that provide the basis for a wide variety
of inferences. Along these lines, previous research has shown that
children are sensitive to the deeply explanatory nature of trait
labels, readily making inferences about future behavior (e.g.,
Gelman & Heyman, 1999; Liu et al., 2007), abilities (e.g., Stipek &
Daniels, 1990), and mental states (e.g., Heyman & Gelman, 2000).
In contrast, children tend to be a bit more hesitant in using prior
behavior to make these broad predictions (e.g., Gelman &
Heyman, 1999; Liu et al., 2007). Again, in many ways this hesitancy
makes sense. It is often difficult to determine which inferences are
appropriate to draw from individual behaviors. For example, even a
few instances of consistently accurate behavior could be a fluke, or
evidence of domain-specific accuracy, rather than evidence of
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domain-general ‘‘smartness.’’ Generic trait labels bypass this infer-
ential step and directly provide evidence about consistent,
domain-general traits.

Yet, it remains unclear how expansive children’s evaluations of
competence need to be in order for them to trust a more compe-
tent informant. Although trait labels clearly improved children’s
ability to evaluate informant competence, it is unclear whether
an actual domain-general understanding of competence was nec-
essary, or whether trait labels simply enhanced children’s ability
to make predictions about certain aspects of competence (e.g.,
behavior, knowledge, etc.). Along these lines, our results provide
some initial evidence that children’s inferences regarding infor-
mant knowledge may not be as crucial for their endorsement as
their understanding of past behavior, given that children’s
endorsements more consistently related to their evaluations of
prior accurate behavior (i.e., in the EJ questions) than their attribu-
tions of general knowledge. Future research should more carefully
explore which inferences about informant competence most
directly relate to children’s trust decisions.

5.4. Conclusions

When considering our results in conjunction with those of pre-
vious research, it seems that children’s decisions regarding whom
to trust for novel information are more closely related to their eval-
uations of informant competence than their evaluations of infor-
mant benevolence. Importantly, however, this does not mean
that children will endorse a more competent informant in every
context. A variety of factors can either disrupt or enhance chil-
dren’s ability to evaluate informant competence, leading to a large
variation in how strongly children endorse a competent informant
who has negative qualities (e.g., meanness). Along these lines, our
research suggests that conflicting benevolence information has a
strong tendency to disrupt children’s ability to make inferences
about informant competence, even when competence is portrayed
in terms of prior accuracy (a characteristic children frequently rely
on in other contexts, e.g., Corriveau & Harris, 2009b; Corriveau
et al., 2013; Jaswal & Neely, 2006). Yet, this tendency to focus on
benevolence information can be overcome when children make
more stable attributions about competence based on trait labels.
These findings emphasize the importance of taking a step back
when exploring how children determine whom to trust and pro-
gressing beyond a simple examination of whether children are sen-
sitive to particular characteristics. Without considering the larger
landscape of children’s evaluations we can miss the more general
picture of how children are processing information about infor-
mants and how they use their understanding of informant charac-
teristics to determine whom to trust.
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